
Math 100 – worksheet 5 –

How numbers can deceive

1. Better in each case but worse overall — Simpson’s paradox
(from a blogpost at http://lesswrong.com/lw/3q3/simpsons_paradox/)

You are a doctor in charge of a large hospital, and you have to decide which treatment
should be used for a particular disease. You have the following data from last month:
there were 390 patients with the disease. Treatment A was given to 160 patients of
whom 100 were men and 60 were women; 20 of the men and 40 of the women recovered.
Treatment B was given to 230 patients of whom 210 were men and 20 were women; 50
of the men and 15 of the women recovered. Which treatment would you recommend we
use for people with the disease in future?

• We start with an overall table which does not take the splitting of patients into
categories (men and women) into the account.

A B
lived 60 65
died 100 165

Check that the table reflects the above data, and use it to conclude that A is better
than B (compute success/survival rates).

• We now consider women separately

A B
lived 40 15
died 20 5

Check that the table reflects the above data, and use it to conclude that B is better
than A for women (compute success/survival rates for women).

• We now consider men separately

A B
lived 20 50
died 80 160

Check that the table reflects the above data, and use it to conclude that B is better
than A for men (compute success/survival rates for men).

http://lesswrong.com/lw/3q3/simpsons_paradox/


2. An explanation. Both treatments are much more effective for women than for men. For
men, treatment B is only a little bit better, but was administered to a disproportionally
big fraction of patients (210 out of the total of 390). At the same time, for women, when
B is most effective, it was administered in a disproportionally small number of cases (20
out of total of 390). Treatment A, administered to women, although is less efficient than
B for women, demonstrates much better results than any treatment in the case of men.
Thus increasing the amount of women receiving A yields a total edge of A against B.

Let us modify the data in order to illustrate that. If we add cases when A is administered
to women keeping all the rest the same, then the advantage of treatment A in total
becomes bigger.

We add another 60 cases when A is administered to women, and leave everything else
untouched.

• Explain why our conclusion that B is better than A in the case of men remains in
power with the modified data pool.

• Check that a new table for women becomes
A B

lived 80 15
died 40 5

and explain why the conclusion that B is better than A in the case of women
remains in power.

• Check that the new table for total (overall) cases becomes

A B
lived 100 65
died 120 165

and find that now the edge of A against B in overall becomes stronger than it was.
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3. We now return back to the original data pool, and consider another related question.
Clearly the whole story is fictional, and the data was made up. One started with a
table with totals which suggested that A is better than B, and made a splitting into
categories (men and women) where such that the conclusion is opposite in every category.
In particular, B is better than A for men.

Can we make a further splitting into some categories, just among men, which would
again flip the conclusion? The answer is yes, and we do that now.

For the men, we now note whether they had any family history of heart disease. Of the
men given treatment A, 80 had a family history of heart disease, 10 of these survived. Of
the men given treatment B, 55 had a family history of heart disease, 5 of these survived.

We again create tables.

• Men with history of heart disease:

A B
lived 10 5
died 70 50

Check that this table reflects our data, calculate the survival rates, and make a
conclusion about efficiency of A versus B.

• Men with no history of heart disease:

A B
lived 10 45
died 10 110

Check that this table reflects our data, calculate the survival rates, and make a
conclusion about efficiency of A versus B.

• Check that the overall data for men remains the same as it was, and our previous
conclusion in the category of men remains in power.

• A quote from the blogpost assuming this is a real life situation:
This leaves us with the important question, which data should we use when making our

decisions? Given a randomly chosen person, it looks like treatment A is better than

treatment B. But any randomly chosen person is either a man or a woman, and whichever

they are, treatment B is better than treatment A. But let’s say the randomly chosen person

is a man, then we could ask them whether or not they have a family history of heart disease

and whichever answer they give, we will prefer to give them treatment A.

Discuss how you can address this question.
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