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Reflection Group Codes and Their Decoding
W. Wesley Peterson, Fellow, IEEE, J. B. Nation, and Marc P. Fossorier, Fellow, IEEE

Abstract—This paper builds on Mittelholzer and Lahtonen’s
study of group codes for the Gaussian channel based on reflection
groups. A careful analysis of the action of a reflection group on its
roots leads to the development of improved methods for encoding
and decoding. The new algorithm is proved to achieve maximum
likelihood decoding. The complexity of decoding is analyzed, and
it is shown that a proper choice of the sequence of subgroups used
in the algorithm can yield significant gains in the efficiency of
decoding.

Index Terms—Coxeter group, group codes, reflection group.

I. INTRODUCTION

I N 1968, Slepian introduced “group codes for the Gaussian
channel” [1]. The idea was to choose a group of orthogonal

matrices and a point on a sphere, and then use the orbit of that
point by that group as a set of signals for communication. The
roots of this work go back at least a decade before that, and in
1965 he had introduced “permutation codes” [2], which were
codes derived by choosing a point on a sphere and acting on
it with a group of operations consisting of permutations of the
coordinates and reversals of the signs of coordinates. Slepian
recognized that these two operations can be written as orthog-
onal matrices, and therefore permutation codes are group codes
for the Gaussian channel. Furthermore, he recognized that these
two operations are reflections, and therefore the groups are re-
flection groups. In a very comprehensive paper in 1996, Mit-
telholzer and Lahtonen [3] considered the group codes for the
Gaussian channel generated by all reflection groups, and they
were able to characterize all these codes and calculate the op-
timum initial point for each of them. They also gave efficient
decoding algorithms for all of these codes.

Some of these codes have better minimum distance than the
widely used nPSK modulation, and they can compare favor-
ably with QAM modulation. We wondered why they are not
used in practical implementations. Our goal is to see how these
codes compare in practical situations. To this end, we have been
working on making the implementation efficient.

Mittelholzer and Lahtonen found an efficient decoding algo-
rithm using a large permutation code subgroup of the reflection
group. We have found that by using a nested sequence of sub-
groups that are in most cases reflection subgroups, there is an
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algorithm that is fast and facilitates encoding and decoding of
information.

While it is perhaps most natural to consider group codes
where the group acts faithfully on the initial vector, Mittelholzer
and Lahtonen pointed out that codes with very good minimum
distance could be constructed by allowing the isotropy sub-
group (stabilizer of the initial vector) to be nontrivial. The
price to be paid for this gain is that the received message must
be interpreted in terms of cosets of the isotropy subgroup.
Both their algorithms and ours work in either case. Our basic
discussion will be for the case when the group acts faithfully,
with the minor modifications required for the more general
situation described in Section X.

II. REFLECTION GROUPS AND REFLECTION GROUP CODES

The paper by Mittelholzer and Lahtonen [3] is quite com-
plete and thorough. We will therefore summarize some facts
about reflection groups and some of the results of their paper
without proofs and build on that material. Proofs can be found
in the standard textbooks on reflection groups, e.g., Grove and
Benson [5], Humphreys [6] or Kane [7]. There is significant in-
terplay between geometry and algebra in reflection groups, and
it is useful to view both perspectives. We begin with a more geo-
metric description.

A reflection group is a group of orthogonal matrices that is
generated by a set of reflections. Each reflection in the group is
a reflection in a (hyper)plane that goes through the origin. One
reflection acting on the reflecting plane of another makes a third
reflection plane. Certain configurations result in a finite number
of reflection planes and hence a finite group. For example, in
two dimensions, there will be a finite reflection group if and
only if the angle between reflecting planes divides 360 degrees.
There is a list of all possible irreducible reflection groups in the
Mittelholzer and Lahtonen paper.

These reflection planes divide the entire space into finitely
many regions. You can choose any region to be the fundamental
region. Then the planes that bound the fundamental region are
the fundamental planes and the reflections associated with those
planes are the fundamental reflections. For a reflection group
that acts irreducibly on an -dimensional space, the number of
fundamental planes and the number of fundamental reflections
is . Every element of the group can be written as a product
of these fundamental reflections. There will be more reflections
among the other elements, but not all the elements will be reflec-
tions. For the group , for example, there are six fundamental
reflections, 36 reflections in all, and a total of 51840 group ele-
ments. Every group element (except the identity element) maps
each region into a different region. Thus, if is a vector not on
the boundary between two regions and is a group ele-
ment, then and are in different regions.
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We will consider a unit sphere and instead of talking about
points on the sphere we will talk about vectors from the origin to
points on the sphere. Let us choose an initial vector that is in the
fundamental region. Then the orbit that results from applying
all the group elements to the initial vector consists of one vector
in each region. In group coding, a correspondence is established
between messages and this set of vectors. Given a message to be
transmitted, you choose one of these vectors and send it, and a
vector that differs because of noise is received. The error proba-
bility depends on the exact choice of initial vector. Mittelholzer
and Lahtonen showed that the optimum initial vector is a vector
that is at the same distance from every bounding plane of the
fundamental region, and so essentially in the very middle of the
region. A received vector should be decoded into the code vector
that is in the same region. You could do maximum-likelihood
decoding by calculating the distance from the received vector
to each code vector, but there are much more efficient ways to
decode.

For every reflection, there are two unit vectors normal to the
plane, one on each side. Those are called roots. The ones that
are on the same side of their respective reflection planes as the
fundamental region are called positive roots, and the ones on
the opposite side are called negative roots. A vector is on the
positive side of a reflection plane if its inner product with the
positive root is positive, and thus a vector is in the fundamental
region if and only if its inner product with every fundamental
root is positive.

Now let us introduce the algebraic notation for the preceding
ideas. Consider a reflection group acting on , with identity
denoted by . For a vector of unit length, denotes the
reflection along , given by

where denotes the standard Euclidean inner product (dot
product). Let denote the set of roots of , i.e.,

For , let denote the reflecting plane

The projection of a vector onto is given by

The choice of an initial vector (on the unit sphere but not
on one of the reflecting planes) determines the positive roots

, the fundamental region , and the fundamental root
system in the following ways:

where denotes the closure of . It is straightforward to see
that these algebraic formulations agree with the geometric de-
scriptions given earlier.

A method to find an optimal choice of the initial vector ,
so that it is a unit vector equidistant from the walls of the fun-
damental region, is given in Mittelholzer and Lahtonen [3]; see
Section IX-A.

Theorem 1: Every positive root can be written as a linear
combination of fundamental roots with all positive coefficients,
and every negative root can be written as a linear combination
of fundamental roots with all negative coefficients.

Thus, we have

Indeed, if is any vector in the fundamental region, then a root
is positive if and only if .

Theorem 2: If and , then .
Thus if is a group element and is a root, then is also a

root. Here, and might both be positive or both negative, or
one each. Define to be the set of positive roots that are
carried into negative roots by .

Theorem 3: Assume that is a vector in a region and is a
group element. The reflecting plane corresponding to a positive
root is between and if and only if .

Proof: The reflecting plane is between and if and
only if and have opposite signs,
which means that must be a negative root, and therefore

.
Every group element can be expressed as a product of the fun-

damental reflections. That representation may not be unique, as
several expressions could evaluate to the same group element.
For each group element, there is a minimum number of factors
in the expression. There may even be more than one expression
with a minimum number of factors for a group element. An ex-
pression for a group element with the minimum number of fac-
tors, i.e., one that cannot be shortened, is said to be reduced. The
minimum number of factors in expressions for a group element

is called the length of , denoted or just if is
understood.

Theorem 4: If is a fundamental reflection of and the
corresponding positive root, then and permutes
all the other positive roots.

Lemma 5: Let be a fundamental root system for , and let
. (So in particular, is a positive root of .) Let be

any vector in the fundamental region of . Consider where
is an arbitrary element of . Then , and

the following are equivalent.
1)
2) is reduced, where is any reduced expression for .
3) .
4) is a positive root.

It follows that whenever is a negative
root.

The next result deals with calculating the distance from a
vector to the initial vector , which is a measure of how far it
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is from the fundamental region. For simplicity, in the remainder
of this section we assume that is in the (open) fundamental
region. The more general situation, where may possibly be
on a reflecting plane in the closure of the fundamental region,
will be considered in Section X.

Theorem 6: Let be a reflection group and a positive root
of . Let be any vector in the fundamental region of .

1) If , , then if and only if
.

2) If , then if and only if
.

Comparing Lemma 5(3) and Theorem 6(2), we see that for a
fundamental positive root and any element , we have

This observation is basic to our method.
Note that two points and are on the same side of a re-

flecting plane if the dot products and have the
same sign, and they are on opposite sides of if and

have opposite signs. In the latter case, we say that
separates and .

Corollary 7: If is any root and and are on the same
side of the reflection plane , then is closer than to .
Similarly, if and are on opposite sides of , then is
closer than to .

Theorem 8: The following are equivalent for an element of
a reflection group .

1) .
2) For any vector that is not in any reflecting plane, the

number of reflecting planes that separate and is .
3) .

Moreover, if is a vector in any region and is a fundamental
root of , then and are on opposite sides of the reflection
plane for .

The preceding theorems are the basis for a fairly efficient de-
coding method for group codes derived from reflection groups.
Let denote an initial vector chosen in the fundamental re-
gion. To send a message corresponding to the group element ,
we transmit the vector . Suppose is the received vector.
If there is not too much added noise, then should be in the
same region as , and consequently should be in the
same region as , that is, in the fundamental region. Given ,
we want to find . The outline of a decoding algorithm to find
is as follows.

The element has some finite length, say . Then by
Theorem 8, there are reflecting planes between and . At
least one of these is the reflecting plane of a fundamental reflec-
tion, because these form the boundary of the fundamental region
containing . If is the root corresponding to a fundamental
reflecting plane between and , then . Moreover,
there will be only reflecting planes between and .
Continuing in this way, we can recursively construct a sequence
of vectors and fundamental reflections with and

for . There will be one fewer re-
flecting planes between and than between and ,
and therefore there will be reflecting planes between
and . By induction, there will be no reflecting planes between

and . Therefore, and are in the
same region, whence .

Note that there are two ways to test whether a reflection is
a suitable choice as . Let be a reflection and the corre-
sponding root. One way is to calculate the inner product .
If this is negative, then is a suitable choice for because
then is on the opposite side of the reflection plane for
from the fundamental region, where is. The other way is to
calculate the distance between and and the distance be-
tween and . If the latter is smaller, then the reflection
plane for must be between and , by Theorem 6. Again,
this means that is a suitable choice. (Looking ahead, only
the first way works when is on a reflecting plane.)

III. SUBGROUPS OF REFLECTION GROUPS

Mittelholzer and Lahtonen could improve on this method of
decoding by using a subgroup of the reflection group that is
a Slepian permutation code. Another variation on this theme,
using subgroups to decode more efficiently, is found in Lah-
tonen [9]. We have found that further refinements are possible
by recursively using a sequence of subgroups, each containing
the next.

A subgroup of a reflection group is a reflection subgroup
if it is generated by a subset of the reflections of . Not all sub-
groups of reflection groups are reflection groups. For example,
the subgroup of all matrices whose determinant is 1 contains
no reflections. (The determinant of a reflection is ) Of par-
ticular importance among the reflection subgroups are the par-
abolic subgroups. A subgroup of a reflection group is a
parabolic subgroup if is generated by a subset of the funda-
mental reflections of . There exist reflection subgroups that
are not parabolic subgroups. Mittelholzer and Lahtonen found
that is a subgroup of and is a subgroup of , and
in neither case is the subgroup a parabolic subgroup. In fact,
since parabolic subgroups are generated by a subset of the fun-
damental reflections and the dimension of the space acted on by
a reflection group is equal to the number of its fundamental re-
flections, we see that a parabolic subgroup always has smaller
dimension than the whole group. Thus we must distinguish par-
abolic subgroups, reflection subgroups, and general subgroups.
The former ones have nicer properties, but we will have occa-
sion to use all three types.

Now consider a reflection group with a reflection subgroup
. Then the whole space is divided into regions, and one of

those regions is chosen to be the fundamental region of . The
initial vector is then chosen in the fundamental region. The
positive roots of are all the roots for which . The
fundamental region can then be described as all those vectors
such that for every positive root .

The reflection subgroup also defines regions, and the whole
space is divided into of these regions. The fundamental re-
gion for the subgroup is likewise chosen to be its region that
contains . Then the following theorem, which is crucial to
subgroup decoding, holds.
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Theorem 9: If is a reflection subgroup of , then the fun-
damental region for is contained in the fundamental region
for .

Proof: Since , roots of are also roots of .
Because we are using the same initial vector to determine
the fundamental regions, positive roots of are positive roots
of , in symbols . Thus

as claimed.
Since a group acts transitively on its regions, and the choice

of the fundamental region is arbitrary, it follows that each region
of contains regions for .

We will apply Theorem 9 recursively to a chain of reflection
subgroups

in which case the fundamental regions will be nested in the re-
verse order as

In fact, our algorithm will iteratively transform the received
vector into successively smaller fundamental regions for a
nested sequence of subgroups.

For every , recall that denotes the set of positive
roots in for which is a negative root, and for a reflection
subgroup define to be the set of positive roots of

for which is a negative root. Fixing the subgroup , let
us define to be the set of positive roots in that are
not roots of and for which is a negative root. So

.

Theorem 10: Every left coset of a reflection subgroup of
a reflection group contains a unique element for which

is empty.
Proof: Fix any coset of , and let be an element of

that coset with nonempty, say . Then
is a positive root of , and we may assume that it is a fun-
damental root of . For, denoting the fundamental roots of
by , there are non-negative constants such
that . Then , and if is a negative
root, then some must be negative.

Let . By Theorem 4, takes to , and per-
mutes the remaining positive roots of . Thus, the action of
on the positive roots of is that , which is a posi-
tive root, while permutes the remaining images of roots of
under . Thus, contains one fewer element than ,
i.e., , and is in the same coset as

. In other words, if is not empty, then there is another
element of the coset with one fewer root. It follows that
there must be an element in the coset for which
is empty.

Now let us consider whether there could be two such ele-
ments, and , where is not the identity element.
must not be empty, because if it were empty, that would imply

that , which in turn implies that is the identity el-
ement. Assume that carries no positive roots of into neg-
ative roots, and note that this implies that no negative roots of

are carried into positive roots. However, carries some pos-
itive roots of into negative roots of . (Note that carries
every root of into a root of .) Now for , the positive
roots of that are carried into negative roots of by will
be carried into negative roots by , with the result that car-
ries some positive roots of into negative roots. Therefore, if

and is an element of , but not the identity
element, then .

We will want to use the element of Theorem 10 as the
coset leader for its coset. Let us prove that is also the unique
shortest element in its coset. (However, a coset leader may have
more than one minimum-length expression.)

Lemma 11: Let be a reflection group and a reflection
subgroup, and let be an element of shortest length in the coset

. If is a fundamental reflection in such
, then is a minimum-length element in its coset.

Proof: Suppose there is a shorter element than in
. Then by Lemma 5, , whence

is not a minimum-length element of , contrary to hypothesis.

Theorem 12: Let be a reflection subgroup of a reflection
group , and let be an element of with empty.
Then is the unique shortest element in the coset , and
thus its coset leader.

Proof: We use induction on the length of to prove the
following statement: if is an element of minimal length in its
coset , then is empty. In conjunction with Theorem
10, this shows that the element of minimal length and the unique
element with empty in each coset coincide.

The statement is certainly true when , that is, when
. Assume that the property holds for all elements of length

less than , and let be an element such that and
for all . In view of Lemma 11, there exist a

positive fundamental root of and an element such that
and . (These may not be unique.)

Clearly must be of minimal length in its coset , and hence
by induction .

We want to show that is empty, so suppose to the
contrary that it is not. Since changes the sign of only one
root pair, and is empty, that means there is a positive
root of such that . But then

a contradiction. Therefore an element of minimal length in a
coset has empty, and by Theorem 10 this element is
unique in the coset.

The property of the next theorem is crucial for the decoding
algorithm.

Theorem 13: If is a reflection group and is a reflection
subgroup, and is the coset leader of the coset , and if
is a fundamental reflection, then the coset leader of the coset

is either , or else it is . Note that in the former
case, the length of the coset leader is the length of plus
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or minus one. In the latter case, is a fundamental root of
.
A simple example will illustrate the various cases that arise in

the proof. Consider the group with the sequence of parabolic
subgroups

where is the subgroup generated by , the subgroup
is generated by , etc. Then is a coset leader
for over , and we want to write the elements with

, , , as products of coset leaders. We have

because commutes with , , and ,
respectively.

Proof: Denote the length by . Then by Theorem 12,
every other element of the coset has length greater than .
By Lemma 5, the length of is either or , and
the length of every other element of the coset is greater
than .

If the coset leader of is , then we are done. So
we consider what happens when it is some other element, say

. That means there is a element such that
with . Now since is a coset leader,

while changes the sign of only one positive root, viz. , since
is a fundamental reflection of . Thus, the only possible

positive root of that could carry into a negative root
would be , if indeed is a root of . We conclude
that . However, is nonempty
since is not a coset leader, so .

On the other hand, because , being
in , permutes the roots of with some sign changes, while

, being a coset leader, effects no further sign changes on the
roots of . So ,
whence by Theorem 8 we have and for
some fundamental root of . Since we have

. Hence, and with .
Therefore

yielding , as desired.

A. Generation

In this section we describe how one can efficiently find the
reflection subgroups of a reflection group.

The first relevant result is Proposition 1.14 of Humphreys [6].
It tells us that there are no “extra” reflections in .

Theorem 14: Let be a set of roots of a finite
reflection group , and let be the subgroup generated by

. The roots of are the smallest set such that :
1) ;
2) , implies .

Secondly, we have a fundamental theorem of Coxeter; see,
e.g., Kane [7, Ch. 6].

Theorem 15: Every finite reflection group is given by a pre-
sentation with generators and rela-
tions:

1) for all ;
2) for .
It is this presentation, of course, that is represented in the

Coxeter graph of the group. It is well known that there are
only a small number of types of finite irreducible reflection
groups, i.e., finite reflection groups that are not a direct product
of smaller groups, or equivalently, whose Coxeter graph is con-
nected. These are listed in Mittelholzer and Lahtonen [3], or
the textbooks Grove and Benson [5], Humphreys [6] and Kane
[7]. These basic reflection groups are commonly designated as

, , , , , , , , and . We will use these
freely as examples, especially in the last section which concerns
the details of coding with specific reflection groups.

To this mix let us add three more basic facts.
a) If is a fundamental root system for and ,

with , then .
b) If is a set of positive roots with the property

that whenever , then is linearly
independent.

c) If and are positive roots with , then
the angle between the vectors is , and

.
Now we can describe the algorithm for finding reflection sub-

groups as follows. We are given a reflection group , with an
initial vector and its corresponding fundamental root system

.
1) Determine the set of all roots , and all positive roots

, for . (This is straightforward; see Theorem 14.)
2) Find subsets with pairwise nonpositive dot prod-

ucts.
3) Find the isomorphism type of the subgroup generated by

using fact (c) above and Theorem 15.
The program is much more efficient if in step 2), subsets that
are subsets of larger subsets or of the fundamental reflections
in are not done. This is equivalent to not doing subgroups that
are parabolic subgroups of either or any reflection subgroup
of .

A fundamental root system is characterized by the fol-
lowing properties.

1) is linearly independent.
2) Every root in is a linear combination of elements of

with coefficients that are all nonnegative or all nonpositive.
It would be nice if the algorithm given above always yielded a
fundamental root system for the subgroup in question, so that
each subgroup is just counted once. This is usually the case, but
not always. A set of positive roots with pairwise nonpositive dot
products is independent. However, in a dihedral group with

there will be positive roots, with an angle greater than 90
between them, that have nonadjacent reflecting lines. This same
problem occurs in the exceptional groups and , which have

as a subgroup. With those exceptions, the algorithm always
yields a fundamental root system for the subgroup.
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Theorem 16: Let be one of the irreducible Coxeter groups
, , , , , or . Let be a set of positive

roots with pairwise nonpositive dot products. Then is a funda-
mental system for the subgroup generated by .

The root systems for these groups are well-known; see, e.g.,
Table II in [3]. Using this information, the proof of the theorem
for , and is straightforward. That leaves only finitely
many cases to be considered in , , , and , and a pro-
gram was written to check these.

For the groups , , and not covered by the theorem,
our program also tests whether a set of positive roots is a
fundamental root system for the subgroup it generates. If not,
that set is rejected.

The following observation is useful. Suppose that is a
group of type , , , , or and that are
positive roots with pairwise nonpositive dot products, and thus
a fundamental system for the subgroup that they generate.
Let be a group element such that are all posi-
tive roots. Then they have the same pairwise dot products, and
hence form a fundamental root system for the conjugate sub-
group .

Let us say that two subgroups that are isomorphic are of the
same type. This method yields many subgroups, but the number
of types is fairly small. For example, for , the following types
of subgroups occurred. The number is the number of distinct
occurrences (generated by distinct subsets of the reflections of

) of that type, not counting parabolic subgroups of or of
previously listed subgroups:

Furthermore, when we calculate the coset leaders of subgroups
of the same type, we do not necessarily get coset leaders of the
same length. For example, for the 25 subgroups of type , for
three subgroups, the maximum length coset leader has length
8; for maximum lengths 9, 10, 11, and 12, there are four sub-
groups each; for maximum length 13, 14, and 15, there are two
subgroups each. Furthermore, this does not include the two par-
abolic subgroups of type . The maximum length coset for
these is the number of roots in that are not in , which is

. We will find that the decoding tree that we con-
struct will have its height equal to the length of the longest coset
leader, and thus some of these subgroups are more attractive for
decoding than parabolic subgroups.

For some other results on the parabolic subgroups containing
a given reflection subgroup, see Dyer [8].

TABLE I
REFLECTION SUBGROUPS

B. Subgroup Tables

Table I lists some reflection subgroups of small index in var-
ious reflection groups. These subgroups were found by finding
sets of positive roots with pairwise nonpositive dot products,
which is quite efficient and includes the parabolic subgroups.
Subgroups of a particular type can occur in multiple copies. The
table is far from complete.

The length column gives the length of the longest coset leader
for a subgroup, which is a parameter in determining the com-
plexity of encoding and decoding. This will also be the length
of the directed graph of coset leaders described in Section IV.
These graphs have no cycles. The length of such a graph is the
maximum number of edges in a path. By Theorem 8, the max-
imum length of an element in a reflection group is the number of
positive roots. In fact, for parabolic subgroups the length of the
longest coset leader will be the difference between the number
of positive roots of the group and its subgroup. The number of
positive roots for a given group, in turn, can be found in a table
in Mittelholzer and Lahtonen [3], or computed directly.

Nonparabolic subgroups, on the other hand, involve gener-
ators of length greater than 1. There does not appear to be a
general formula for the length of coset leaders for nonparabolic
subgroups. For these cases, we wrote programs to determine the
coset leaders for various subgroups using the method described
in Section IV.

In most cases, the lengths of the longest coset leader for a
given type cover a range from to or , for various
copies of the subgroup. Again, the groups , and do not
follow this pattern exactly. As we shall see, using the subgroups
with shorter lengths gives codes that can be more quickly de-
coded.

IV. COSET LEADERS, GRAPHS, AND NORMAL FORM

Now suppose we are given a sequence of reflection subgroups
of a reflection group , say
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First, we describe an algorithm to find a set of coset leaders for
over consisting of minimal length terms, so that when

combined they will yield a canonical expression for an arbitrary
element of as a product of coset leaders. Then we describe
how to construct a graph for each extension over .
These graphs encode the algebraic structure of in terms of the
sequence of subgroups, and will be crucial to our encoding and
decoding algorithms. The graphs are an adaptation of a well-
known tool for describing the structure of reflection groups; see
Björner and Brenti [10, Chs. 2 and 3], especially Proposition
3.4.2.

Of course, for theoretical purposes, we need only consider a
single subgroup of a group , and then use induction for the
sequence.

Let be a finite reflection group, let be the
fundamental reflections, and let be an arbitrary subgroup of

. Define an expression to be a finite sequence of fundamental
reflections. If you multiply the reflections in an expression, in
sequence, you get a group element. More than one expression
can result in the same group element. Recall that an expression
is reduced if it has minimum length. Define the order for ex-
pressions as follows: if the number of factors in is
less than the number of factors in , or if both have the same
number of factors and precedes in dictionary order. Since
the elements of are transformations, they are composed from
right to left, and expressions should be read in the same way.
Thus, for example, in the dictionary order. The
relation on expressions is of course a linear order: you can
compare any two expressions.

Consider the left cosets of in . We can choose the
coset leader of a coset to be the unique shortest element of the
coset and use the unique lowest expression for that group ele-
ment to represent that coset leader.

We will say that two expressions are in the same coset if they
evaluate to group elements that are in the same coset. You can
determine whether and are in the same coset by deter-
mining whether is in . If is a reflection subgroup
of , then you can do this efficiently by decoding
using only the subgroup , with say the decoding algorithm
described following Theorem 8, and seeing whether the result
is the initial vector .

Next, we will define an algorithm for making a list of expres-
sions. (We will prove that this is a list of all coset leaders.) Ini-
tially the list contains only the identity element, an expression
with no elements. For each expression in the list, in order,
multiply it on the left by each fundamental reflection in order,
and then check whether the result is in the same coset as any
expression already on the list. If it is not, then add to the
end of the list. Note that if is in a coset already in the list,
by Theorem 13. it is a coset with leader of length no less than

and it is not necessary to check whether it is in any
shorter cosets than that.

Lemma 17: The set of all the expressions of length on the
list consists of all coset leaders of length in order, and mul-

tiplying each of those by all fundamental reflections in order
produces all coset leaders of length in order.

Proof: The proof is by induction on . The statement is ob-
viously true for . Assume that it is true for . Let
be a coset leader of length , where is the first fundamental
reflection in the lowest expression for . Then ,
which has length . By Theorem 22, is the coset leader of the
coset that contains it, and it has length and therefore by the
induction hypothesis is already on the list. It follows that after
we try all products of expressions of length on the list by all
fundamental reflections, we will have found all coset leaders of
length . Furthermore, by the induction hypothesis, all the
expressions on the list of length are in order. Therefore, the
algorithm tests candidates for coset leaders of length in
order, and the ones that pass the test will be added to the list in
order.

Theorem 18: The list consists exactly of all coset leaders for
over in order.
This follows immediately from the lemma.
Now let us construct the graph of (left) coset leaders for
over . The vertices of are the coset leaders of over

, say where and . In the
graph, the coset leaders represent group elements, not just the
corresponding minimal expressions. There is a directed edge
from to if for a fundamental reflection and

. We label such an edge by , so that the
transformation can be reconstructed by tracing a path from

to and reading the edge labels in order. Such a path need
not be unique, due to the group relations between generators.
Relations such as or can lead to
multiple paths between the vertices. However, we have just seen
that every coset leader has a unique minimal expression in the
dictionary order, and this determines a canonical path from
to . We formalize this as follows.

The spanning tree for the coset leader graph has again as
vertices all the coset leaders for over . There is a directed
edge from to in if the minimal expression (in the dictio-
nary order) for is , where is a fundamental reflection
and is the minimal expression for . It is easy to see that this
is indeed a spanning tree in the graph theoretic sense, and thus
determines a unique path from to each .

Within the spanning tree, the alphabetic order also determines
an order on the edges eminating from a given vertex. That is, if
the canonical expression for is and , are fundamental
reflections with , then precedes whenever both
those coset leaders are in the tree . We will refer to this as the
branch order of .

We will use spanning trees for navigating through the group in
encoding and decoding. Now we observe that the spanning tree
has a technical property that is used to the decoding algorithm.

Lemma 19: Let and be vertices in . If there is a path in
going from to , then the (unique) path from to in the

spanning tree goes through the successor of that is least in
the branch order and lies on some path from to .

In other words, if there is a reduced expression for the coset
leader of the form , where is the minimal expression
for and is a fundamental reflection, then the minimal ex-
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pression for will be the one of this form with least in the
alphabetical order. Thus, the path from to will go through
the successor with minimal expression .

In fact, it is not necessary to use the alphabetical order to
determine the spanning tree and the branch order. Any span-
ning tree and branch order with the property of Lemma 19 will
work for the decoding algorithm. However, using the alphabet-
ical order seems to be a very natural way to attain this.

The next result is quite general. We state it for sequences of
subgroups, as that is how it will be used.

Theorem 20: Let be a group, and let

be a sequence of subgroups. Choose (left) coset leaders for each
over , with as the coset leader for . Then every

element of has a unique expression as a product of coset
leaders, , with each a coset leader for over

.
Proof: If , then for some minimal .

The claim is proved by induction on . If , then and
we take for all . So, assuming that every has
a unique expression as a product of coset leaders, let .
Then for some unique coset leader and unique

in . For larger indices , we have ,
so we must choose , and thus the whole expression is
uniquely determined.

The results in this section apply to an arbitrary subgroup
of a finite group with a given linearly ordered set of genera-
tors . They can even be extended to finitely gener-
ated infinite groups so long as we have algorithms to determine
whether two expressions evaluate to the same element of , and
whether an expression evaluates to an element of the subgroup

.

V. A COMMENT ON LENGTHS

The length of an element in a reflection group is the
minimum number of fundamental reflections in an expression
for . These fundamental reflections are of the form where

is a fundamental root of .
If is a reflection subgroup of and , then the length

of a minimal expression for as a product of fundamental re-
flections of may differ from . In fact, we always have

. For by Theorem 8(2), the length of is the
number of reflecting planes separating say and , and for
a reflection subgroup, the reflecting planes of are a subset of
those of .

Now consider the situation where we have a sequence of re-
flection subgroups

In view of Theorem 20, we regard as a product of coset leaders,
, with each a coset leader for over . But

each is written as a product of fundamental reflections for ,
rather than . The natural length function associated with this
decomposition is

and it is really that we should be using. However, the dis-
tinction between and does not come directly into play
as long as we are working with coset leaders for a group over
a subgroup , and then applying this to over induc-
tively. For a sequence of parabolic subgroups,
holds as a consequence of Corollary 27 below, but otherwise
they may differ.

The notion of a reduced expression should also be adjusted
accordingly, so that a reduced expression for a group element
has minimal.

VI. WHO IS MY NEIGHBOR?

Our group coding scheme is based on the premise that there
is a direct connection between Euclidean distance and word
length. The group code consists of . For the
message associated with the group element , we have opted to
send the vector . Then we decode by finding in terms
of its left coset decomposition.

The initial vector, always denoted , can be chosen to be
any unit vector in the fundamental region of . By a closest
neighbor of a code point we mean a vector that lies in
a region adjoining that of , so that and are separated
by only one reflecting plane. If we use the optimum initial vector
as given by Mittelholzer and Lahtonen [3], which we would
normally do in practice, then the neighbors of will all be the
same distance from , which is called the minimum distance
of ; see the proof of Theorem 21.

Now the labeling of a given group element as versus is
arbitrary. Of course, since is
an isometry, and since they are products of the
same reflections in opposite order. Indeed, the left coset decom-
position of corresponds to to the right coset decomposition of

. Once having made our choice of notation, though, it be-
hooves us to keep the notation straight, and to state our results
in the form in which they will be used.

In those terms, the motivating problem for this section is this:
Given a group element , find the closest neighbors of

in . More particularly, we would like to
know the left coset decomposition of those elements such
that is a closest neighbor of . This investigation
requires a careful analysis of the action of coset leaders on the
roots of , and on the fundamental regions of subgroups.

The basic answer to our question, ignoring canonical form, is
straightforward.

Theorem 21: Let be a reflection group, let be an initial
vector for , and let . Then is a closest neighbor
of in if and only if for some
fundamental root of .

Proof: The nearest neighbors of are the vectors
for a fundamental reflection. As consists of isometries, the
neighbors of are the vectors .
Moreover



PETERSON et al.: REFLECTION GROUP CODES AND THEIR DECODING 9

as desired.
It turns out that the second neighbors of , i.e., those vectors

separated from by two reflecting planes, need not be
equidistant even for the optimum choice of . In fact, for longer
terms, it is possible to have even
though is shorter than . However, the property of the next
result suffices for coding purposes.

Theorem 22: Let be a subgroup of a reflection group ,
and let be an initial vector for . Consider two elements
and of with reduced expressions and ,
where , are coset leaders and . If precedes
in the graph of coset leaders for over , i.e., the reduced
expression for is of the form , then

.
Proof: By the remark following Theorem 6, we know that

The length condition certainly applies when is an immediate
predecessor of in , and the statement of the theorem
follows by induction.

The task before us now is to find the canonical expression for
the neighbors of as a product of coset leaders, in terms of
the canonical expression for . This will be important for both
the efficiency of the algorithm, and making an assignment of bi-
nary messages to group elements so that neighbors are assigned
bit-strings that do not much differ.

Combining Theorems 13 and 21, and using induction, we ob-
tain the desired characterization of the neighbors of in
terms of canonical form.

Theorem 23: Let be a reflection group with initial vector
. Fix a sequence of reflection subgroups

If the canonical form of as a product of coset leaders is
and is a closest neighbor of , then the

canonical form of is where for all but one ,
and for that index is an immediate predecessor or successor
of in the coset leader graph .

Proof: If and are as in the theorem, then by Theorem
21, for some fundamental reflection . If

, then it has length either one more or less than the length
of , and the conclusion follows. But if , then by the
last case of the proof of Theorem 13, for some
fundamental reflection of . The conclusion follows by
induction.

It is useful to view the decoding process in terms of funda-
mental regions. Recall that if is a reflection subgroup of ,
then . By convention, is the whole
space . The following result is central to our algorithm.

Theorem 24: Let be a reflection subgroup of the reflection
group . If is a vector in the fundamental region of , but not
on a reflecting plane of , then there is a unique coset leader
such that is in the fundamental region of . If is in the
closure of the fundamental region of on a reflecting plane,
then there is at least one coset leader such that is in the
closure of the fundamental region of .

Proof: First we note that since acts faithfully and tran-
sitively on its regions, as long as is not on a reflecting plane,
then there is a unique such that is in the fundamental
region of . If is on the reflecting plane , then is fixed by

, and hence there will be more than one such group element
.
Now, assuming that and , we will

show that is a coset leader. Let be any positive root of .
Then , and thus is a positive root of

. Since was arbitrary, it follows that , whence
is a coset leader.

It may be tempting to also conjecture that if and
is a coset leader for over , then stays in . This,

however, is seldom the case.

VII. SIMPLIFICATIONS FOR PARABOLIC SUBGROUPS

Let us note some respects in which parabolic subgroups are
more well-behaved than arbitrary reflection subgroups. These
results are well known, and are included here for comparison.
See [5]–[7] and [10].

Lemma 25: Let be a fundamental root of the parabolic sub-
group and the corresponding reflection. Then

a) reverses the sign of ,
b) permutes all the other positive roots of among them-

selves, and
c) permutes the positive roots of that are not roots of

among themselves.
Proof: Items (a) and (b) follow from Theorem 4 and the

fact that is a group. Because is a group, all its positive
roots except are permuted, but if every root of is carried
into another root of , each root of that is not a root of
must be carried into another root that is not a root of .

Theorem 26: If is an element of the parabolic subgroup ,
then permutes the positive roots of that are not roots of
among themselves. Thus .

Proof: If is a root and a reflection of , then by the
lemma above, the roots of that are not in are permuted,
and therefore . Every element of can
be written as a product of fundamental reflections of , while

. The theorem follows by induction on the number
of factors in .

Corollary 27: Let be a reflection group and a parabolic
subgroup, and let be a coset leader and . Then

.
Proof: In general, for an element we have

by Theorem 8. Now we con-
sider the action of on the roots of , combining the charac-
terizations of Theorems 12 and 26, the latter of which is valid
only for parabolic subgroups. Because is a coset leader, we
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have , whence .
On the other hand, . There-
fore

as claimed.

VIII. BINARY SCHEMES

An important factor in a good group code is the correspon-
dence between messages and group elements. For the sake of
simplicity, let us take the messages to be binary strings of a
fixed length. In this section, we discuss how to efficiently map
these binary strings onto group elements. That assumes that
acts faithfully on the orbit of ; otherwise the correspondence
should be between messages and cosets of the stabilizer of .

The correspondence will of course be used not only for en-
coding, but also for decoding and retrieving the original bit
stream from the decoded group element. It can be noted that
while the decoding methods of [1]–[3] allow one to efficiently
determine the most likely group element from a noisy received
vector, they do not consider the demapping problem and often,
a lookup table approach to solve this problem may become as
costly as the decoding itself.

An effective method for binary representation of sorting pro-
cedures has been proposed by Berger et al. [11], applying to the
permutation codes , and . This binary mapping has a
complexity that is linear in the length of the code. However, it
does not have the desired error control property at the bit-string
level (property 1 below).

It can also be observed that in a communication system, mod-
ulation based on group codes is likely to be used in conjunc-
tion with channel coding. Hence, it seems appropriate to con-
sider group codes as signal sets of concatenated codes. Such
approaches are beyond the scope of this paper, which in this
context, still remains relevant to bit interleaved coded modula-
tion.

In the fixed-length case, the correspondence takes bit strings
of length , where , and maps them one-to-one to
a subset consisting of some elements of . Let
denote the assignment map, which will be used for encoding.
For decoding, we select a left inverse map so
that for all .

A good correspondence should have three basic properties.
1) If and are closest neighbors in

, then and should differ by as few bits as
possible. It may not be possible to arrange that the strings
corresponding to closest neighbors always differ by one
bit, but in fact it is practical to get the average bit-difference
for neighbors fairly close to one bit.

2) In general, will hold only if is in the range
of . If it is not, then should be chosen so that

is close to geometrically. Ideally, would
be for a in the range of chosen to minimize

.

3) Both and should be relatively easy to implement.
These will be implemented repeatedly in coding and de-
coding, respectively. Trying to satisfy the first two proper-
ties can create some complications, but an effort should be
made to keep the process efficient. For example, we want
to avoid extensive lookup tables.

The motivation for the first two conditions is that we will be
sending messages in the form of vectors with .
Decoding will be done by finding the transformation
that moves the received vector closest to the initial vector ,
i.e., the that minimizes . The most likely error will
be to incorrectly decode as one of its neighbors .
If the corresponding bit strings differ by only a few bits, then
super-imposing an error-correcting code will correct most of
these errors.

To construct the correspondence, we take our sequence of
reflection subgroups

and write each element of as a product of coset leaders.
Now geometric neighbors are described by Theorem 23; their
expressions differ by exactly one coset leader, and the differing
pair are neighbors in some . So the initial plan would be to
partition the bit strings into sections corresponding to the coset
leader graphs . If we do this directly, then we can en-
code only bit strings of length , which is gen-
erally less than the capacity of the group . In order to
gain extra bits, we will combine various pairs of indices. That
is, for pairs of graphs and with say
and , but , we can make
the assignment using the direct product graph , thereby
gaining one bit of information.

We do not have a general scheme for finding good binary
correspondences, but in practice it was not hard to come up with
fairly good ad hoc assignments for various specific cases. Note
that we must use a sequence of reflection subgroups in making
the binary correspondence. Theorems 13 and 23 are only valid
for reflection subgroups. Other intermediate subgroups can and
will be used in the process of encoding and decoding, but some
care is required, and the coset leader graphs for non-reflection
subgroups should not be used in the binary assignment.

IX. DESCRIPTION OF THE ALGORITHM

The outline of our group coding algorithm is straightforward.
The setup involves selecting a particular reflection group and
a sequence of its subgroups. The coset leader graph and its span-
ning tree are determined, and a binary correspondence is estab-
lished. All these things appear as subroutines or parameters in
the implementation.

The message to be sent corresponds to a group element
. The element has a canonical expression

as a product of coset leaders. We transmit the vector

The expression for each as a product of reflections is obtained
from the coset leader tree , and these combine to give the
expression for . The expression for is obtained by going
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backwards through the coset leader tree, and these are combined
in reverse order to give .

The received vector has the form , where rep-
resents channel noise. Hopefully, will be in the same region
as the transmitted vector , or if not, in a neighboring region.
We decode by finding the sequence of coset leaders
such that is in the fundamental region of the subgroup

. This in turn is done by going through the coset leader trees
and applying reflections, so that at each step the vector obtained
is closer to , and hence to the fundamental region of , than
the preceding vector. Thus the final vector is in the
fundamental region of . We decode by taking
and the received message as .

For the remainder of this section, we discuss some of the de-
tails of implementation. Let us assume for now that the group
acts faithfully on the initial vector, i.e., that lies on no re-
flecting plane. In fact, few changes are required to adapt the al-
gorithm to the case when the stabilizer group is nontrivial, and
that is the subject of the next Section X. The main difference is
that we can only decode to the closure of the fundamental re-
gion.

A. Setup

In order to implement encoding and decoding for a specific
group acting on with a given subgroup sequence, we
begin by choosing a fundamental root system for .
If there are intermediate subgroups, then we also need to iden-
tify vectors that are fundamental roots of those subgroups, say

. Assume these vectors are normalized to unit length.
At this point we also write the procedures to im-

plement the reflections for
. These transformations are

given by orthogonal matrices, but most oft times they will be
permutation matrices or permutations with sign changes. It
is clearly advantageous to apply those transformations to the
vector directly, reserving matrix multiplication for those few
cases where the matrix is not sparse.

Next we find the optimum initial vector . An algorithm for
this process is described in Mittelholzer and Lahtonen [3]. First
form the matrix whose rows are the root vectors . Find the
inverse matrix , and let be the vector whose -th entry is
the sum of the -th row of . Then normalize, .

Then, using the algorithm of Section IV, find the spanning
tree of coset leaders for each successive pair of subgroups in the
sequence. While the whole coset leader graph is very useful for
understanding the structure of the group, its spanning tree is all
we need for encoding and decoding. Indeed, the simplest way
we know to find the whole graph is to decode all the terms
with a fundamental root and a coset leader.

B. Encoding: Message to Coset Leaders

Now assume that we are given a binary message
of length . Using our predetermined

scheme, we invoke a procedure to convert to a string of coset
leaders , which in turn corresponds uniquely to an
element of . In the simple case where we are not combining
subgroups, just break into blocks so that

If we are combining subgroups, then some substrings will cor-
respond to pairs , and the procedure may become fairly
involved. The output is the string of coset leaders.

C. Encoding: Coset Leaders to Vector

We want to transmit the vector .
This is done by working our way backwards through the span-
ning trees of the coset leader graphs for over .

In practice, then, to encode we first apply to the reflection
corresponding to the vertex in the graph , and then move
to its predecessor in the spanning tree for and apply its re-
flection to the vector we have, continuing until we reach the root
of the tree, which corresponds to the identity . Then we move
to the vertex in the graph and apply its reflection
and move to its predecessor, and so on until we reach the root
of . Then we transmit the vector thus obtained.

D. Noise

Presumably, at this point the vector goes through a noisy
channel, so that the received vector is . In testing,
we simulate this by adding to each component of separately
a value generated by pseudo-random generator for a Gaussian
distribution with mean 0 and variance , for various values of
.

E. Decoding: Vector to Coset Leaders

Upon receiving the vector , we want to find the transforma-
tion that will take into the fundamental region of . Recall
that since

we have

So we want recursively to call a procedure that will take a vector
in the fundamental region of one subgroup, and in view of The-
orem 24, find the coset leader that moves it into the fundamental
region of the next. Let us describe the procedure in those terms.

So let be a reflection subgroup of a reflection group ,
and let be the spanning tree for the coset leader graph of

over . We are given a vector in the fundamental region
of , and we want to find the coset leader such that
is in the fundamental region of . Unless is on a reflecting
plane, this is unique. If is on a reflecting plane, then the
procedure yields an element such that is on the boundary
of the fundamental region.

At each stage of the procedure, we have a pair where
is a coset leader, corresponding to a vertex of , and .

We start at the root of the tree with the pair . Suppose
we have reached the vertex in , so that we have the pair
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. Test whether there is a successor of in
for which . If there is such a successor , choose
the one that is least in the branch order, and replace by

. Note that . If there is no such
successor (either because has no successor in or because
the successors fail the property), take and , and
terminate the procedure.

In Section XI, we will prove that the procedure works as in-
tended.

Applying the procedure to over with , we obtain
in the fundamental region of . Then applying it to

over starting with , we obtain in the fundamental
region of . After applications, we have in the
fundamental region of , as desired. Then we take

.
The preceding discussion depends on Theorem 22, which

is valid only for reflection subgroups. Nor is there an obvious
modification that applies to arbitrary intermediate subgroups.
However, there is one important situation, which arises repeat-
edly, that we can handle. This involves an intermediate subgroup
generated by a set of reflections and an element satisfying

. In this case, there is no root corresponding to so
we check instead whether , which is
in itself no problem. It can happen, though, that there are trans-
formations such that ,
making it impossible to decide which coset leader to choose.
The situation can be resolved by allowing two expressions to
represent certain coset leaders. Rather than discuss this situation
abstractly, we will illustrate it in Section XIII for the groups ,
which are typical.

F. Decoding: Coset Leaders to Received Message

Then we reverse the encoding process, using the functions
to obtain the received message from the

coset leaders . The details of implementation can get
complicated, but in principle this is straightforward.

X. CODES WITH ISOTROPY GROUPS

Modifications are required to deal systematically with the
case when the initial vector has a nontrivial stabilizer in the
reflection group . The set of elements of a group such
that is a subgroup of called the isotropy group or
stabilizer group of , denoted . Mittelholzer and Lah-
tonen, and also Slepian, considered codes with nontrivial stabi-
lizers. Let us begin with some of the analysis found in Mittel-
holzer and Lahtonen [3], and then show that our methods apply
to the more general case.

If lies in the interior of one of the regions of , then its
stabilizer is trivial. The isotropy group will be nontrivial exactly
when lies on one or more of the reflecting planes . Since

is transitive on its regions, we may choose the fundamental
region so that is in the closure of the fundamental region. Let
us assume that this is the case for the remainder of this section.
The positive roots and fundamental root system are still defined
in terms of the open fundamental region: a root is positive if

whenever is in the fundamental region, and the
fundamental roots are those positive roots for which the re-
flecting plane borders the fundamental region. Note that for

a positive root we have , and that the fundamental
reflections generate as before. With our assumption that the
initial vector is in the closure of the fundamental region, a
standard result is that is the parabolic subgroup gen-
erated by the fundamental reflections such that is in the
reflecting plane (e.g., [3, Th. 3]).

Note that for any vector and
. In [3, Th. 5] the maximum likelihood decoding

region of is given by

With our standard assumption that is in the closure of the
fundamental region of

In general, this will not be the fundamental region of a subgroup.
Recall from Theorem 24 that for any vector , there is a group

element such that is in the closure of the funda-
mental region of . The image is the unique such point
in , though the element is unique only up to (left)
cosets of . Unless , however, there
may be other points in . (See, e.g., [7, Section
5-2].)

The basic plan of encoding and decoding remains the same.
Given the group and initial vector in the closure of the fun-
damental region, let . Establish a correspondence

between messages and elements of with the property that if
, then and are in different right cosets of

. For a message with , transmit the vector .
Note that if , then , whence the restric-
tion on . The elements serve as right coset leaders of ,
and the inverses of left coset leaders are natural candidates for
this collection.

The received vector has the form . Hopefully,
will be in the same decoding region as the transmitted vector

. We decode by finding an element such that is in
the closure of the fundamental region. Exactly how this is to be
done will be discussed below. Determine the coset leader of

, and interpret the result as . If all has gone
well, and are in the same right coset of , i.e., , so
that .

The problem that now arises is that, when the stabilizer group
is nontrivial, one can no longer use distance to the initial point
as the discriminator in navigating the coset leader graphs. The
fact that whenever is in the isotropy
group means that the distance to does not determine which
coset leader should be chosen in decoding. This problem shows
up already in the six-element group with a two-element sta-
bilizer. Here are two options for dealing with the situation.

1) For codes based on the permutation groups , and
(the Slepian variant I, II, and III codes), one can de-

code with other sorting methods not relying on distance.
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Mittelholzer and Lahtonen used this observation to ob-
tain good codes in the following way.
The exceptional reflection groups , , , , ,
and each contain at least one large permutation sub-
group. Several examples are given in [3]. Suppose we
are given a reflection group , an initial vector with
stabilizer , and a permutation subgroup . Then the
code can be written as a disjoint union of permu-
tation subcodes

where are the distinct codewords in the
closure of the fundamental region of . Decoding can
then be done by sorting the received vector, yielding a
vector with , and then finding the index

that minimizes to determine the appropriate
subcode .
Abstractly, we can think of their algorithm as follows.
An element of is written in the form with
and a left coset leader. We transmit

. The vectors are of the form with
a left coset leader of . Of course, it may happen that

for different coset leaders, when they
belong to the same right coset .
To decode, we sort the received vector to obtain

with , and then find that best
approximates . Thus, , and we
decode the message as . So long as ,
the decoding is correct.
In implementing the algorithm from [3], some care must
be taken in identifying the element , and in sorting the
received messages in terms of right cosets of . This can
be done.

2) The algorithms developed in this paper work regardless
of the isotropy group. Recall that in the process of de-
coding, we have a pair where is a coset leader
and . Having reached the vertex of in de-
coding, we test whether there is a successor of

in for which . If , then the condi-
tion is equivalent to .
This is no longer true when , in which case

. So it is important to use the
inner product , rather than distance to the initial
vector, as the criterion for whether to take an edge in the
coset leader tree. In practice, we would do this anyway,
for computational reasons. It should also be used for the-
oretical purposes, as the number of positive inner prod-
ucts a vector has with positive roots, is a measure of dis-
tance to the fundamental region that does not depend on
the choice of .
As before, the algorithm yields a group element such
that is in the closure of the fundamental region, and it
remains to interpret the information in terms of the right
coset .

XI. A PROOF THAT THE DECODING ALGORITHM ACHIEVES

MAXIMUM LIKELIHOOD DECODING

In this section, let us show that the decoding procedure de-
scribed in Section IX-E actually works. Given are a reflection
subgroup of a reflection group , the spanning tree for the
coset leader graph, and a vector in the closure of the funda-
mental region of . By Theorem 24, there is a coset leader
such that is in the closure of the fundamental region of .
The coset leader is unique if is not on a reflecting plane. If
perchance is on a reflecting plane, we choose to be such an
element of minimal length.

Now we know that there is a unique path to in the tree ,
and that if there are multiple paths to in the graph , then at
each option the path in takes the edge leading towards that
is least in the branch order (Lemma 19). We want to show that
the procedure follows this path to a vertex with .
(Thus, when the isotropy group is trivial.)

Suppose we are at the vertex (coset leader) in the procedure.
Note that it begins at the vertex with . Thus, we
may assume inductively that and that

. It must be shown that, unless , there is a
fundamental root such that is a successor of in
and .

Assuming , then is not in the closure of the fun-
damental region, and hence for some fundamental
root . Let us first show that is indeed a coset leader for any
such . By Theorem 13, the other possibility is that ,
whence is in . That would make a
root of . Now and is in the fun-
damental region of , so is a negative root of . But
carries into , which is a positive root. Thus, is
nonempty, which contradicts its being a coset leader. We con-
clude that must itself be a coset leader.

To compute , we apply Lemma 5. If is in the
interior of the fundamental region, use the initial vector

, while if is on the boundary choose in the interior
very close to . Since , we have

. Thus, is closer to in the
graph than is, so that in going from to we are moving
towards . Moreover, it follows that is a successor of

, i.e., that , since .
The edge from to may not be in the spanning tree
for every fundamental root with , but it is so for

the edge used in the canonical expression for , by Lemma 19.
Among the candidates for , both the canonical path
and the procedure choose the one that it is least in the branch
(alphabetical) order.

Finally, the algorithm does indeed terminate if , for
in that case is in the closure of the fundamental region of

, and hence for every fundamental root . Note
that occurs when is on the reflecting plane ;
otherwise .

Thus at each step, the algorithm moves through the spanning
tree towards the desired coset leader , and terminates there.
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XII. COUNTING COMPARISONS IN THE ALGORITHM

The basic step iterated in the decoding algorithm is to test
whether , or equivalently, whether

. So a good measure of the efficiency of the algo-
rithm, for a given group and sequence of subgroups, is to count
the average number of such comparisons in decoding. We also
count the maximum number of comparisons for various group
coding schemes.

In this section, the method of counting comparisons will be
established. This will be applied in Section XIII, where we con-
sider encoding and decoding with various specific reflection
groups. These concrete cases allow us to illustrate and analyze
the algorithm in some detail. In particular, we will see that a
good choice of the subgroup sequence can significantly improve
the efficiency of decoding.

Our counts are based on two simple mathematical observa-
tions. The first gives the method of counting, while the second
just says that averages add appropriately.

Lemma 28: Let be a subgroup of a reflection group . Let
be the coset leader graph for over , with spanning tree .

For an element of , with a coset leader and
, let be the number of comparisons to determine

, the number of comparisons to determine , and
the total number of comparisons to determine . Then

. Moreover, can be determined recursively in
as follows.

1) is the number of successors of in .
2) If is the predecessor of in , and has successors, of

which is -th in the branch order, and has successors,
then .

Lemma 29: Let be a subgroup of a reflection group . Let

be the average values of these parameters. Then .
The method of Lemma 28 is illustrated in Fig. 1, which gives

the top few layers of the spanning tree for the coset leader graph
of over a subgroup isomorphic to . (There are several such
reflection subgroups.) The edge labels are included to establish
the branch order, alphabetically. Each vertex is labeled with

, the number of comparisons required to establish whether
the coset leader is .

XIII. SPECIFIC GROUPS

In this section, we show how the algorithm works with
various specific groups. Subgroup sequences and coset leader
graphs are given for most of the finite irreducible reflection

Fig. 1. Top of the coset leader tree for � over� .

Fig. 2. Coxeter graph for � .

Fig. 3. Coset leader graphs � for � .

groups, the graphs for and being too large to fit here.
Our analysis will show that the algorithm can be made more
efficient by an appropriate choice of the subgroup sequence.

A.

The groups have a particularly simple structure, making
them a good example with which to begin. is isomorphic to
the symmetric group on letters, and it is convenient to
represent it as acting on the subspace of . In
particular, has size .

For a concrete example, we consider , which has order
. The Coxeter graph for is given in Fig. 2.

Let us begin with the parabolic subgroup sequence

where is the subgroup generated by , the subgroup is
generated by , etc. Note that our ordering of the parabolic
subgroups is implicit in the labeling of the Coxeter graph, and
this choice is not unique.

The coset leader graphs to are given in Fig. 3. The
vertices of are labeled ; to avoid cluttering the figure
we have labeled only . Also it is understood that the edges are
always directed downward, from vertex to .

The elements of the group are then identified by se-
quences with each a vertex in . For
example, the sequence corresponds to the product
(from right to left) .

Now we assign binary sequences to the first vertices of
, where , which is the first

two vertices of and , and the first four vertices of and
. If we do this using a Gray map, so that neighboring vertices
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Fig. 4. Binary sequence assignments for � .

have binary sequences differing in only one bit, we obtain the
assignment shown in Fig. 4.

Then we can use 64 elements of our 120-element group to
encode six-bit messages. We think of a message as being broken
into four parts

associated with the four graph labelings. For example, the
message corresponds to the vertex sequence

, which as we saw above represents the element
.

Of course, the choice gives us a rather small example,
but in practice it is not much harder to do larger . The only
complication is that in order to encode at or near the maximum
number of bits , we must combine the binary assign-
ments for pairs of graphs, as mentioned earlier. But for the per-
mutation groups , and this process is quite straight-
forward, and we have written the programs for a power of 2
up to , without much difficulty.

Counting the number of comparisons in decoding , using
the parabolic subgroup sequence, is a straightforward applica-
tion of Lemmas 28 and 29. It is somewhat simpler to work with

and divide by later. Let
using the parabolic subgroup sequence described above. The re-
cursion for the totals is

which in turn yields a recursion for the averages

Consequently, is asymptotically . The maximum number
of comparisons in decoding this way is .

However, it turns out that we can decode much more ef-
ficiently if we choose a different sequence of reflection sub-
groups. The subgroups used are still isomorphic to for

, but we choose the copies of those subgroups that have short
coset leader trees. Let us illustrate this method with , the
generalization being straightforward.

The following observations will be applied recursively.

Lemma 30: Assume that , , satisfy the generating re-
lations for :

. Let . Then
, so that , generate a subgroup isomorphic to .

Fig. 5. Coset leader trees for a better � .

Corollary 31: Assume that , , , satisfy the generating
relations for , adding
to the relations of Lemma 30. Let . Then

, , generate a subgroup isomorphic to .
These can be proved by straightforward calculations, or by

noting that the subgroups in question are conjugates of parabolic
subgroups.

Now consider with the standard generators , , , ,
, . Form the following sequence of subgroups, given in terms

of their generators:

By induction using Lemma 30 and Corollary 31, each is
isomorphic to . (Alternatively, each of these subgroups is a
conjugate of a parabolic subgroup.) The coset leader graphs,
however, are different and shorter. These are given in Fig. 5.
The indicated branch order, from left to right, in this case is not
always alphabetical.

Note: The theory developed in Sections III–VI assumes that
the fundamental reflections of each reflection subgroup are used
as its generators. This holds for all the subgroup sequences used
in this section, except with the groups . Theorem 16 is par-
ticularly useful for checking whether a set of reflections are
fundamental for the subgroup they generate. The subgroups se-
quences for contain non-reflection subgroups, and adjust-
ments must be made accordingly.

To implement the algorithm with this subgroup sequence, we
would need the positive roots corresponding to these reflections.
These are easily found using Theorem 2. Moreover, it turns
out that these complicated conjugate expressions correspond to
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TABLE II
AVERAGE NUMBER OF COMPARISONS TO DECODE �

Fig. 6. Coxeter graph for � .

simple permutations, both here and in later examples. Assume
the standard convention that the element corresponds to the
permutation that interchanges the first two components of
a vector, corresponds to switching the second and third
components, etc. Then, for the elements above, corresponds
to , corresponds to , corresponds to ,
corresponds to , and corresponds to . Thus, the
new subgroups are just sorting the components of the received
vector somewhat more efficiently.

Now let us count the number of comparisons in decoding
using this subgroup sequence. Let , so that or

. The recursion for the average number of comparisons is

Asymptotically, the average number of comparisons tends to ,
which is half the number for the parabolic subgroup sequence.
The maximum number of comparisons this way is ,
again roughly half.

Thus, there is a significant improvement in decoding ef-
ficiency to be had by choosing the subgroup sequence with
shorter coset leader trees. This phenomenon will hold for
decoding other groups as well. Table II gives some values for

, and, for comparison, the theoretical lower bound for the
average, (see Knuth [12, p. 194]).

B.

The groups have larger size for the same dimension (
versus for ) and a refined subgroup sequence, making
them a better candidate for group coding, especially for larger

. Again, to make a specific example we choose . The
Coxeter graph for is given in Fig. 6.

The coset leader graph for the sequence of parabolic sub-
groups

is given in Fig. 7. This provides a reasonably good group coding
scheme.

We can do much better, however, by using the refined sub-
group sequence

Fig. 7. Coset leader graphs � for � .

Fig. 8. Coset leader graphs for the refined sequence of � .

where is the subgroup generated by and the longest
coset leader for over . In fact, is a reflection, so

, and it commutes with the elements of , whence
.

Using the reflections , and
the coset leader graph for the refined sequence is

given in Fig. 8. The coset leaders for over correspond to
building terms from , or reducing them from , depending on
whether their length is more or less than half that of the longest
expression.

Now one can apply the techniques used on to this se-
quence, to obtain a similar sequence with shorter coset leader
trees, and hence improved decoding efficiency.

Consider the following subgroups given in terms of their gen-
erators:

Calculations in the vein of Lemma 30 show that we still have
and , but now the coset leader

graphs are those given in Fig. 9.
It is straightforward to see how this scheme can be extended

for larger . For , we will again want to combine the
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Fig. 9. Best coset leader graphs for � .

TABLE III
AVERAGE NUMBER OF COMPARISONS TO DECODE �

Fig. 10. Coxeter graph for � .

cosets in assigning the bit-strings. Since the complexity of en-
coding and decoding is roughly proportional to the sum of the
lengths of the coset leader graphs, for larger we start to re-
alize a noticeable gain in efficiency by using the intermediate
subgroups and the shorter trees.

To quantify this, we again count the number of comparisons
in decoding. The recursions for the average number of compar-
isons used in the three different methods are

Some values for these averages, along with the theoretical
lower bound, are given in Table III. Asymptotically, the average
number of comparisons to decode with the three methods
are , and , respectively. The maximum numbers of
comparisons are , and , respectively.

C.

The groups are in many ways similar, but introduce a
few new features. They are also useful as building blocks for
the groups , and . The cardinality of is , so
for the same dimension we lose a bit and gain a little in terms
of distance. The structure of is atypically symmetric, so we
illustrate with . The Coxeter graph for is given in Fig. 10.

The corresponding coset leader graphs for the sequence of
parabolic subgroups is in Fig. 11. The fact that
makes the graph nonlinear. In this event, we do not label the
lower edges, which carry the same value as their opposite (trans-
posed) edge. The spanning trees are indicated by darker lines.

Similar to the case with , the group has a refining sub-
group sequence. For this is

Fig. 11. Coset leader graphs � for � .

Fig. 12. Example with � for � .

Fig. 13. Coset leader graphs for the refined sequence of � .

where is the subgroup generated by and the longest
coset leader for over . Since and commute,
the refinement starts with dimension 3. The longest coset leaders

in for our case are , ,
and . They satisfy , but they are
rotations rather than reflections, being the product of an even
number of reflections. Nor do they commute with the elements
of . For example

So is not a direct product. Nonetheless, they work fine for
encoding and decoding purposes, once we make a minor adjust-
ment. Fig. 12, which labels the vertices rather than the edges of

, illustrates pretty well what is going on. Fig. 13 gives the
coset leaders for the refined sequence, ignoring the dashed lines
temporarily.

Consider the vector which
we would use to encode the element , the
latter being the representation as a product of coset leaders of
the refined sequence. However
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So in decoding , even with exact arithmetic, you wouldn’t
know whether to take as part of the coset leader or not.
Indeed, the scheme indicated by Fig. 13 would use
and for elements that could also be represented as

and , respectively. Adding roundoff error and
noise just make the situation worse. The easy solution is to
allow both representations for all such middle elements. Thus
we have added the faux coset leaders, indicated by dashed lines.

With this adjustment, the only differences between the coset
leader graphs for the refined sequence of and that of
are the one extra subgroup for , and the duplicate coset
leaders in . Then, with exactly the same type of substitutions,
this sequence can be replaced by a sequence of isomorphic sub-
groups with short coset leader trees. The number of compar-
isons used for these methods of decoding are thus just one
less than the corresponding counts for decoding , ignoring
the duplicate coset leaders which add a negligible amount.

D. Note

For the permutation groups , , and , we can com-
pare our method of group coding (using subgroups and coset
leaders) with Slepian’s method (using sorting methods for the
permutation).

For the group , the simplest implementation is to choose
the generators so that interchanges the first two elements of
a vector, interchanges the second and third elements, etc. (all
in ). Then our original algorithm implements a standard
insertion sort, and the improved version is a modified insertion
sort that works from the middle of the list outward.

With the group , the standard choice of generators is such
that changes the sign of the first entry, interchanges the
first two entries, interchanges the second and third entries,
etc. Then changes the sign of the -th entry, and
these sign changes are super-imposed on the insertion sort.

The group is similar, except that changes the sign of
the first two entries, and changes the signs of the
first and -th entries.

In general, with permutation group codes we have the option
of using fast sorting algorithms. On the other hand, the coset
leaders give us a natural way to represent and keep track of the
permutations, which for large is a real issue. These ideas could
be combined: other insertion-type sorts can be implemented by
navigating through the coset leader graph in a different order.
This is straightforward for the coset leader graphs that are linear.
Thus one can adapt these ideas to use a binary insertion sort
for the decoding of permutation groups. The average number of
comparisons required to sort this way is very close to the
lower bound . For large this is a significant gain,
though for smaller , Table II shows that the simpler algorithm
is reasonably close to the bound.

An algorithm of Berger, Jelinek and Wolf [11] gives an ef-
fective alternate way of keeping track of the permutations for
permutation group codes.

Fig. 14. Coxeter graph for � .

Fig. 15. Coset leader graph for � over a parabolic subgroup� .

E. , , and

The group has cardinality . Its Coxeter
graph is given in Fig. 14. The group can be considered to
be an extension of either or . Let us analyze and
compare these possibilities.

The parabolic subgroup is isomor-
phic to , and has index 27. The coset leader graph for this
subgroup is given in Fig. 15; cf. [10, Fig. 2.8]. In the figure, the
darker lines again indicate a spanning tree (based on the order

).
The coset leader graph for over has length 16. The var-

ious conjugate subgroups of are of course all isomor-
phic to , but the coset leader graphs for over these con-
jugates have lengths varying from 8 to 16. Three of these have
length 8, including the conjugate by . The
coset leader graph for over is shown in Fig. 16. This
can be interpreted as folding the original coset leader graph at
the vertex , indicated by a solid circle in Fig. 15.

Navigating the graph of Fig. 16 requires an average of 5.6
comparisons, with a maximum of 8 comparisons. Adding these
values to the optimum ones for , we see that can be de-
coded with an average of 16.7 comparisons, and a maximum of
20 with this method.

The parabolic subgroup of is
isomorphic to . It has a unique longest coset leader

and the subgroup is isomorphic to
. This is easily verified using the roots for these expres-

sions.
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Fig. 16. Shorter coset leader graph for � over a conjugate of� .

Fig. 17. Coxeter graph for � over � .

The subgroup has index 36, and the coset leader graph for
over has length 10. There are 36 conjugates of ,

and the length of the coset leader graphs for over these conju-
gates varies from 5 to 10. Exactly one of these has length 5, that
being the subgroup with .

Navigating the coset leader graph for over
requires an average of 5.4 comparisons, with a maximum
of 7 comparisons. Adding these values to the optimum ones
for yields the result that can be decoded with
an average of 16.2 comparisons, and a maximum of 19 with
this method. These numbers are marginally better than those
for decoding using . Also, the indices for this sequence of
subgroups are slightly better suited for the binary assignments.
The coset leader graph for this case is rather messy, and can be
found on our website: www.math.hawaii.edu/~jb/codes.html.

The group has size . It has as
a parabolic subgroup of index 56. The Coxeter graph for
over , with the labeling we used, is given in Fig. 17, and
the resulting coset leader graph is given in Fig. 18. The longest
coset leader for the parabolic subgroup has length 27, but there
are conjugate subgroups of type with coset leader graphs of
length 14. One of these is given in Fig. 19.

Implementation of coding and decoding for using the sub-
group was straightforward. In retrospect, Table IV shows
that subgroups of type should yield the best results for de-
coding . The coset leader graph for this case is also on our
website.

In principle, the group with cardinality
should be only slightly more complicated, but we

have not yet attended to the details. The main problem is to find
a good binary assignment for the coset leader graph of over

, say, which seems to be the most promising subgroup to
use. The program output to construct the coset leader graph is
again on our website. (Jiajia Seffrood helped with our analysis
of over , a less likely candidate for coding.)

F.

The exceptional group has size , with the
Coxeter graph given in Fig. 20. It is an extension of by a

Fig. 18. Coset leader graph for � over � .

Fig. 19. Shorter coset leader graph for � over � .

TABLE IV
COMPARISON COUNTS FOR DECODING � , � , �

group of order three. This fact is realized concretely in the se-
quence of subgoups used for coding
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Fig. 20. Coxeter graphs for � (top) and � (bottom).

Fig. 21. Coset leaders for � .

where

using the reflections

Note that and are conjugates of and , respectively, and
thus indeed reflections.

For encoding and decoding we use the simple coset leader
graphs for the intermediate subgroups, shown in Fig. 21. With
this scheme, decoding requires an average of 10.6 comparisons,
and a maximum of 12. An almost negligible improvement can
be obtained by using conjugate subgroups.

G. and

The exceptional group has size 120. Like , it has an inter-
esting subgroup structure. In particular, contains the dihedral
group as a subgroup of index 12. The Coxeter graph for
is given in Fig. 20. For encoding and decoding , we can use a
sequence of subgroups

Fig. 22. Coset leader graphs for the refined sequence of � .

where and are given by

Note that is a reflection, but is not, and we have the same
sort of coset leader ambiguity as occurs in , which is resolved
similarly. (The coset leader graph for over resembles that
for over .) The coset leader graphs used for encoding
and decoding with this sequence of subgroups are given in
Fig. 22.

The coset leader graph for over would be of similar
complexity to that of over , say, but we have not done that
case yet.

XIV. CONCLUSION

In this paper, the practical implementation of reflection
group codes for the Gaussian channel has been investigated.
We presented a decomposition of these codes into a nested
sequence of subgroups. Based on this decomposition, a new ef-
ficient maximum likelihood decoding algorithm was proposed.
Importantly, the nested structure not only directs the decoding
procedure, but also explicitly defines the mapping between
information bits and codewords. As a result, it also facilitates
both encoding and the recovery of the decoded information
bits, which had been overlooked in many previous works.

While this paper focuses on standard (finite) reflection
groups, other groups can be used for group codes. Niyomsataya
et al. have analyzed the use of (infinite) affine reflection group
codes with the group action restricted to a bounded region
[4]. In [13], it has been shown that certain complex reflection
groups can be used for group codes, despite differences in the
geometry. We are continuing to investigate along those lines.

We have done some limited testing and simulation of these
group coding algorithms, but more would be required for a thor-
ough analysis and comparison with other methods. The results
could be quite interesting.
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APPENDIX

LIST OF SYMBOLS

reflection along ;

roots of ;

positive roots of ;

negative roots of ;

fundamental roots of ;

;

fundamental region of ;

coset leader graph for over ;

coset leader graph for over ;

spanning tree for .
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